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Abstract
Large, multivariate geographic datasets have been used to characterize geographic
space with the help of spatial data mining tools. In our study, we explore the sufficiency of the Support Vector Machine (SVM), a popular machine-learning technique for unsupervised classification and clustering, to help recognize hidden
patterns in a college admissions dataset. Our college admissions dataset holds over
10,000 students applying to an undisclosed university during one undisclosed year.
Students are qualified almost exclusively by their standardized test scores and
school records, and a known admissions decision is rendered based on these criteria. Given that the university has a number of political, social and geographic
econometric factors in its admissions decisions, we use SVM to find implicit spatial
patterns that may favor students from certain geographic regions. We first explore
the characteristics of the applicants in the college admissions case study. Next, we
explain the SVM technique and our unique ‘threshold line’ methodology for both
discrete (regional) and continuous (k-neighbors) space. We then analyze the results
of the regional and k-neighbor tests in order to respond to the methodological and
geographic research questions.

1 Introduction
How to best characterize geographic space, given a large set of geographic descriptors,
is an issue that has attracted much attention. While tabular data formats, such as a
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spreadsheet, allow some knowledge discovery and sorting, this analysis is not always
sufficient to visualize and reveal relationships when the number of variables reaches a
specific order of magnitude.

1.1 Pattern Recognition in Spatial Data
In the field of Spatial Statistics, the statistical significance of spatial patterns, geographic adjacency, point patterns, cluster detection can be measured by Moran’s I
(Moran 1950) or Geary’s C (Geary 1954), statistics for interaction (Ord 1975), Hot
& Cold Spot Detection (Cressie 1992), and LISA (Local Indicators of Spatial Autocorrelation) (Anselin 1995). Also, spatial data mining tools have recently proven to be
successful in discovering unseen patterns in large, high-dimensional datasets. This
process of Exploratory Data Analysis (EDA) (Tukey 1980) has been approached successfully through visual data mining (Keim 2002). Applying these paradigms to
spatial data, MacEachren and Kraak (1997) initially expressed the needs of Exploratory Spatial Data Analysis (ESDA). MacEachren et al. (2004) explain that the functions of geovisualization are to explore, analyze, synthesize and present, while Guo
et al. (2005) add that exploring data should be intuitive, visual and able to support
decision making. Software such as GeoDA (Anselin et al. 2006) and GeoVISTA
Studio (Takatsuka and Gahegan 2002) use interactive selecting and linking and brushing (MacEachren and Taylor 1994, Plaisant et al. 1999) to help users find patterns
and anomalies.
Other approaches to the problem of finding patterns in high-dimensional
spatial analysis lie in feature reduction methods stemming from the signal processing
literature. These include eigenvector decomposition (Calabrese et al. 2009), forms
of principal component analysis and singular value decomposition. Data mining
methods like supervised and unsupervised classification methods, anomaly detection, association rules, and clustering methods (Fayyad et al. 1996, Tan et al. 2006)
classify entities based on many features. These geographic problems are shown in
applied research in the work of Miller and Han (2001), and in other work with
decision trees, (Li and Claramunt 2006), rule-based mining (Mennis and Liu 2005),
clustering tasks (Jain et al. 1999) and self-organizing maps (Guo et al. 2005). Few
researchers have used machine learning tools for spatial endeavors, although
literature, including the work of Openshaw and Openshaw (1997), supports their
usage.

1.2 Spatial Non-Stationarity
Apart from the issue of high dimensionality, some geographic datasets have implicit
elasticities that cannot be described well by dimensionality reduction tools and indices,
resulting in a problem of spatial non-stationarity. Spatial non-stationarity is evidenced
when explanatory variables explain outcomes in only select areas. For example, social
processes tend to be non-stationary (e.g. point patterns of disease clusters may arise in
different areas for different reasons) (Fotheringham et al. 2002).
Processes of non-stationarity and multivariate spatial dependence can be unearthed
with the help of dynamic ESDA environments that link statistical packages with GIS.
© 2012 Blackwell Publishing Ltd
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Examples include Moran scatterplots (Anselin et al. 2006), multivariate variogram
clouds (Cook et al. 1997), and variance-based cross-variograms (Cressie and Wikle
1998). Methods such as Bayesian networks and Markov chain/Monte Carlo (MCMC)
approaches (Besag and Green 1993) have been known to find important causal/
correlated factors of phenomena, given many possible input factors, but have yet to
substantially integrate into the analysis of spatial-nonstationarity.
Furthermore, statistical techniques need to be applied carefully to variables exhibiting spatial dependence (Legendre 1993, Anselin 2002). In traditional regression, static
variable coefficients universally describe variable relationships across space. Conversely,
the study of spatial non-stationarity has allowed for statistical methods that report
changes in coefficient values as well as parameter values themselves (Foody 2004). Yet
the underlying mechanisms behind spatial non-stationarity often include an exchange of
spatial parameter estimates of independent and dependent variables. Here, the cause of
an observed phenomenon is difficult to untangle, due not only to many candidate causal
variables, but also to the combination of causal variables being the actual cause. The
‘recipe’ for the combination of these variables (e.g. variable elasticities) can be explored
with the help of tools, most notably geographically weighted regression (GWR)
(Brunsdon et al. 1996, 1998; Fotheringham et al. 2002). GWR gives insight into how
parameter coefficients change over geographic space in order to explain a (changing)
dependent variable.

1.3 Introducing the Support Vector Machine
Our experimental tool, the Support Vector Machine (SVM), improves on GWR in our
case, as we have a binary dependent variable, a feature in which SVM specializes, while
GWR and regression methods excel in analyzing numerical values as dependent variables. To clarify, the dependent variable can be a predicted (i.e. expected) output from
which to compare the actual output (such as in OLS Regression) or as an output that is
used to retrofit dependent variable coefficients (such as in GWR). Also, our case exhibits a linear ‘exchange’ between independent variables, (e.g. the unique combination of
two or more parameters) which is captured well with the SVM discriminant lines, but
would not be captured as well with two independent parameter coefficients. (Note that
this parameter ‘exchange’ is different from parameter co-linearity). Along the same
lines, it is not important which independent variable is playing a more significant role in
the outcome (which is often a significant source of power for GWR), but that it is the
implicit combination of parameters that affects the binary decision. Therefore, we
choose the SVM to improve on the capabilities of GWR under these circumstances.
The output of the SVM (or a similar linear discriminant) is a decision line that
describes the relationships between input variables, as well as their leniency or stringency on the outcome decision. Meanwhile, the slope of the discriminant line for each
trained region can reveal whether one variable is adding more weight to the value of the
binary decision. Using the SVM in a spatially-varying context may enhance the toolset
of those with similar spatial dependency datasets, wherein an inter-dependent variable
relationship is at play as well.
With this reasoning at hand, we further explore the sufficiency of SVM in unearthing the geographic changes in dependent variables, and combinations of these variables,
that predict how the admissions decision process may be inconsistent over geographic
space. SVM is most typically considered a predictive tool in the data mining and
© 2012 Blackwell Publishing Ltd
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pattern recognition literature, but here we use its initial training outcome as a linear
discriminant to describe the geographic ‘biases’ of admitting college students based on
their application scores. SVM is a machine-learning technique that is a popular method
for data mining tasks in classification. (Cortes and Vapnik 1995) This research represents one of the first examples of test to evaluate SVM’s applicability to a spatial
problem, as the literature that uses SVM for a geographic problem is limited and inconclusive (Kanevski et al. 2002).

1.4 Experiment
To empirically test the use of SVM for investigating geographic patterns, we use a case
study test of geographic differences in college admissions standards with regard to
applicant qualifications. A college admissions dataset for a large university is used, in
which over 10,000 students applied to the university during one undisclosed admissions
cycle year. Although SVM’s utility often lies in its ability to take many variables (i.e.
features) into account, we use only two in order to qualify a student for admission: a
student’s grade point average (GPA) and standardized test scores (SAT or ACT), as
these two quantitative variables alone account for over 95% of admissions decisions at
the university – which is not atypical of admissions office practice in large universities
(Horn and Flores 2003, Hawkins and Clinedinst 2006). Each applicant is geo-located
by his or her application ZIP code.
The article proceeds as follows: We first explore the characteristics of the applicants
in the college admissions case study and some possible reasons why there might be a
topological inconsistency in the threshold pattern results. Next, we explain the SVM
technique, the process with which we qualify its utility for our dataset, how we create
threshold lines and respond to the socio-geographic research question on college admissions. We then share the results of our analysis of both discrete and continuous (interpolated) space. We conclude with a brief discussion and propose a few larger research
questions.

2 The Case Study Question and Dataset
As mentioned, a large university provided us with a large dataset of applicants for one
undisclosed year of traditional fall semester admissions. After removing non-traditional
applicants (e.g. transfer students), 10,887 remaining applicants are geographically identified by U.S. ZIP code.

2.1 Applicant Qualifications
Undergraduate applicants are evaluated by SAT and GPA. Colloquially, GPA typically
represents a student’s achievement in school, and SAT represents a student’s capacity to
think logically and methodically; a student can be considered accomplished by either
measure. The applicants’ average SAT is 1129 (1) (a comparable national average for
the admissions year is 1030, College Board 2007) and average GPA is 3.49. Of these
applicants, 8,716 (80%) are accepted, and 3,660 (42% of accepted) enrolled in the
university.
© 2012 Blackwell Publishing Ltd
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2.2 Geography of Applicants
The point-density of applicants varies significantly over geographic space. Nine different ZIP codes, each in South Carolina, produced between 100 and 200 applicants. The
majority of U.S. ZIP codes did not produce an applicant, and over 500 ZIP codes produced a single applicant (Figure 1). The geographic distribution of the applicants shows
the majority of ZIP codes producing applicants in South Carolina, and significant activity in the northeast corridor, mid western cities, Atlanta, Georgia, and Charlotte, North
Carolina (Figure 2).
In order to better manage the diverse levels of applicant density, we divide the
applicants into 12 regions, by iterating between minimizing the range between regional
number of applicants, maintaining census divisions, and following regional associations. To represent the large volume of South Carolina applicants, three regions: Midlands (containing Columbia), Lowcountry (containing Charleston and Myrtle Beach)
and Upstate (containing Greenville-Spartanburg) were derived from area code boundaries altered to align with county boundaries. Three regions are considered “neighbor
states”, five are considered to be an “inner ring” or “outer ring”, and one is considered
to be a “far region.” (Figure 3). The final result is 12 regions, with applicant cardinality
ranging from 215 to 2,879. (Table 1)
Studying average SAT, GPA and percent accepted from each region provides
a graphical synthesis of the premise of this study (Figure 4). The data sparks some
curiosity, as regions like North Carolina and the South have higher acceptance rates
than Appalachia, although the average scores are lower. The graph also shows that
South Carolina regions have lower average SAT values, but still boast relatively high
admissions rates. This may seem puzzling, but we cannot secure a bias, as these
results decouple the applicant’s criteria from the admissions decision in the process of
aggregate averaging. With consideration of disaggregation and uncertainty in allocation problems in spatial decision support systems (Fotheringham et al. 1995, Aerts
et al. 2003) we seek out a linear discriminant to sidestep averaging and provide a
more accurate representation of the biases or regional preferences in the data set.

Figure 1 A log-linear frequency plot of applicants per U.S. ZIP code shows that the
majority of ZIP codes produced few or no applicants, while some produced almost 200
applicants
© 2012 Blackwell Publishing Ltd
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Figure 2 The geographic distribution of places that yield applicants (as denoted by
a ZIP code centroid), is heavily biased towards the Northeast Corridor and South
Carolina. Note that number of applicants per ZIP code is not shown here, e.g. a ZIP
code that produces 100 or 1 applicant(s) is graphically identical

2.3 Competing Hypotheses of Geographic Affirmative Action
The notion of geographic affirmative action proposes that one locale or purported
address may entitle him or her to benefits or blockades to admissions. In our experience, we find one school, Hastings Law School in San Francisco, that openly claims to
prescribe to affirmative action based on geography, as a student’s hometown can reflect
a student’s access to opportunities and economic factors.
Our prediction for the outcome of these admissions thresholds is not necessarily
clear, because there are competing interests involved. Often, large universities are
funded in some way by taxpayers, and local residents without the highest qualifications
expect admission to the school that is nearby and is the recipient of their tax dollars.
Conversely, it is in the university’s best interest to admit the most qualified students. Also, in some schools, there may be a difference in tuition depending on from
where the student hails (usually in-state or out-of-state) (Marble 1997). We may not be
Able to understand the university’s strategy or potential bias, as much is hidden to us,
but we may be able to illuminate some spatial patterns in their decisions. Next, we
explain our implementation of the SVM method and our treatment of this method to
quantify variations of admissions thresholds in our case study.
© 2012 Blackwell Publishing Ltd
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Figure 3 Twelve study regions are created, where each will be tested as a singular
entity using the SVM tool
Table 1 Applicant summary variables by region
Region
South Carolina
Lowcountry
Midlands
Upstate
Neighbor States
Georgia
North Carolina
Virginia
Near Regions
Appalachian
Middle Atlantic
South
Far Regions
Midwest
New England
West

Area (States)

Applicants

Mean SAT

Mean GPA

% Accepted

1878
2879
1647

1081
1101
1104

3.41
3.45
3.56

74.23
77.56
81.78

1
1
1

593
612
526

1181
1185
1166

3.59
3.71
3.32

86.17
90.36
83.84

3
4*
4

215
862
228

1218
1171
1179

3.88
3.46
3.64

88.84
80.74
89.91

506
519
282

1200
1149
1216

3.62
3.36
3.67

85.97
74.37
83.68

1/3
1/3
1/3

5
7
21
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Figure 4 Mean SAT score and mean GPA for students in each region are complemented by percentage of students accepted. Notably, the percentage of students
accepted may not scale with the credentials of the regional applicants

3 Method
Now that we have reviewed motivations, we next explain how patterns can be elucidated. Since the applicant’s test scores and school performance are quantitative and the
classifier (admitted / rejected) is binary, this dataset is well suited for tools that produce
a linear discriminant (Figure 5). The challenge is to find the dividing line for each
region, and then compare the lines to find the regions that have a higher or lower standard of admissions. Different regional thresholds may admit students that would be
rejected if from another region.
We use classic Linear Discriminant Analysis (LDA) as a ‘control’, since it is a more
traditional method that has been used previously for geographic endeavors, and test its
utility in providing reliable admissions thresholds against the newer, more experimental
SVM. We explain these methods in greater detail below.

3.1 Linear Discriminant Analysis
Linear discriminant functions (Fisher 1938) categorize entities into two (or more)
groups based on their features. Today, it is a popular method of classification, used
© 2012 Blackwell Publishing Ltd
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Figure 5 Binary discriminant lines separate admitted and rejected students on a
2-variable plot

in the fields of artificial intelligence, machine training, economics, biostatistics and
data mining. In linear discriminant analysis (LDA), a linear combination of variables
classifies an observed item into one of two classes (Ladd 1966). LDA attempts to draw
a decision region between classes that tries to seperate clusters as much as possible in
feature space (Balakrishnama and Ganapathiraju 1999). Since it has been widely
accepted and used often in academic literature (Shawe-Taylor and Christianini 2000), it
is chosen as a ‘control’ method against which to test how accurately the SVM correctly
classifies entities.

3.2 Support Vector Machine
SVM has gained notoriety for its success in unsupervised classification. Its applications are diverse: face detection (Osuna et al. 1997), text classification (Chen 2005),
financial prediction (Kim 2003), biology (Noble 2006) and document retrieval, filtering and categorization (Li and Shawe-Taylor 2003). SVM has been praised as a crosssection of “geometric intuition, elegant mathematics, theoretical guarantees, and
practical algorithms” (Bennett and Campbell 2002). The application of SVM to geographic problems is quite limited, but has been used to classify soil types (Kanevski
et al. 2002).
Duda et al. (2001) define the fundamentals: a linear discriminant function divides
feature space by a hyperplane decision surface, and the decision boundary is not
unique, as many boundaries can split a dataset into two or more classes. The SVM
then iterates and ‘learns’ to classify observations in one of two classes, and creates a
decision boundary that spaces itself as far as possible (in geometric feature space) from
records.
The SVM finds the largest margin that separates the data into distinct classes and
whose geometric bisector (called a hyperplane) can be considered a discriminant boundary. When the data is linearly separable, the margin for any tentative discriminating
hyperplane is defined as the perpendicular distance between the nearest points on either
side of the hyperplane. Let the variable w be some vector that defines a collection of
© 2012 Blackwell Publishing Ltd
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hyperplanes perpendicular to it. Equation (3) shows three such examples (x is an input
vector and b is an offset). With a proper scaling of w and b, these three equations represent the decision boundary (where f(x) = 0), and the parallel boundaries of the
margin, on which lie the nearest events on either side of the decision boundary (where
f(x) = +1 and -1). With this setup, the size of the margin is given by Equation (2).
Events are not always correctly separated and do not lie inside the margin is given by
Equation (3). Thus, the maximum margin hyperplane (MMH) is found by minimizing
the norm of w with respect to the classification constraint (Tan et al. 2006).

 
w • x + b = −1

 
w • x + b = +1

 
w•x+b=0

(1)

2
Margin =  2
w

(2)

 

1 if w • x + b ≥ 1
 
f (x) =
−1 if w • x + b ≤ −1

(3)

{

In a linearly-separable case, the MMH is designed to disallow data points from
falling inside it, amounting to vectors only on the margin (and beyond). Since the
admissions data is not linearly separable (indicating that some applicants are evaluated
on more than SAT and GPA but additional criteria such as essays, recommendations, or
class rank) ‘slack variables’ are introduced, where a new objective function (Equation
4) is also subject to constraints (Equation 5), where xi is the slack variable or error
term. We invite the reader to explore this in detail in Tan et al. (2006) and Cortes and
Vapnik (1995).

L(w) =

 2
N
w
⎞
⎛
+ C ⎜ ∑ ξik ⎟
⎝ i =1 ⎠
2

(4)

 

1 if w • xi + b ≥ 1 − ξi
 
f (xi ) =
−1 if w • xi + b ≤ −1 + ξi

{

(5)

Our implementation and use of these tools is explained below.

3.3 Implementation
LDA is implemented in SPSS version 15.0 (SPSS 2006). Canonical linear discriminant
coefficients for the SAT variable, GPA variable and a constant were used to find the
decision lines from the format: 0 = y (coefficient) + x (coefficient) + constant. In alignment with SVM notation, the coefficients are considered variable weights wi. For
regional and neighborhood analysis, we use SVM methods (“svmtrain” and “svmclassify”) from the bioinformatics toolbox in MATLAB (The Mathworks 2003–2011) and
© 2012 Blackwell Publishing Ltd
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the support vector machine tool from the RapidMiner Environment (Mierswa et al.
2006).

3.4 Test for Prediction Accuracy
To determine whether the SVM is well-suited for this type of discriminant analysis, we
test the prediction accuracy of LDA and SVM, as we know the actual decisions of the
school, and can compare these to the predicted values. We used the popular ChiSquared test to assess contingency of false accepts, true accepts, false rejects and true
rejects (Equation 6) (Blalock 1960):

χ2 = ∑

( fo − fe )2
fe

(6)

where fo is the observed value of a cell in the contingency matrix and fe is the calculated
expected value of the cell if the distribution was absolute.

3.5 Divisions for Geographic Grouping
As our question is geographic in nature, we group applicants (as points for the LDA
and SVM analysis) by similar location. We take advantage of both discrete (regional)
geography described in Section 2.2, and continuous geography.

Regions
In terms of the regional geography, the SVM and LDA are employed on sets of applicants in groups of 12 cohesive regions. (Figure 3) As mentioned, these regions are
created to help explore the applicants’ geography. We train the SVM 100 times to
output a linear threshold for each individual region and use the average of the threshold
results, in order to avoid anomalies and overfitting.

K-Neighbors
In addition to regional variation, we also create a smooth surface that allows for a
more detailed view of the geographic change in threshold values. We assign each applicant to a random place within his or her ZIP code boundary. We then group the applicant with his or her nearest 99 Euclidean neighbors and use this subset to the linear
discriminant LDA or SVM method. We then assign the discriminant line’s threshold as
the threshold at the applicant’s location. Because of the vast differences in applicant
density, some groups will have all 99 neighbors within the same ZIP code, while others
will span over 1,000 miles. For this analysis, we only include applicants from the 48
contiguous U.S.

3.6 Method for Comparing Thresholds
In order to quantify and compare the lines, we normalize the SAT and GPA variables
to a 0-1 scale and integrate the lines within the normalized 10 x 10 feature space
© 2012 Blackwell Publishing Ltd
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boundary. In practice, a high threshold line will leave a more significant geometric area
beneath it, which we use to represent the stringency of the threshold. We also note that
the original lines are useful for describing the regions, as steep slope indicates that GPA
(x axis value) may affect the admissions decision more than SAT, and vice versa.
After reviewing the steps of our process, we now discuss the results of the methods’
accuracy and the results of the regional test and k-neighbor test.

4 Results
The graphical nature of the SVM (and LDA for comparison) output enables a visual
analysis where we can see that some regions divide the point cloud of applicants in
similar ways, like the South and North Carolina, or very different ways like the Upstate
and the West (Figure 6). This chart indicates that with 95% accuracy, a student with
the same SAT and GPA credentials might be rejected depending on his or her region of

Figure 6 SVM (solid line) and LDA (dashed line) discriminant lines lie on a scatter plot
of GPA and SAT Variables. A point cloud is included behind the discriminant lines to
show the trend of the data events
© 2012 Blackwell Publishing Ltd
Transactions in GIS, 2012, ••(••)

Support Vector Machine for Spatial Variation

13

origin. A student with a 900 SAT and 3.75 GPA would probably be accepted if he or
she is a resident of South Carolina or Virginia, but not of the West. And points (aka
applicants) in Figure 6 that lie between two SVM threshold lines are subject to such a
predicament. The following discussion will help us put these lines into quantitative
context.

4.1 Accuracy
We use the regional scheme to assess the predictive power of the LDA and SVM
methods and explore the graphical nature of the discriminant lines. We see that the
LDA functions lie considerably above the SVM functions and tend to put too much
trust in the outliers, specifically rejected events surrounded by acceptances (Figure 7).
LDA has a consistent misclassification (specifically, false admits) where students
accepted to the university would have been rejected by the LDA predictor, with a
greater than 10% chance in most regions. The overall average classification rate for
LDA is 85% and 93% for SVM (Table 2). The SVM reaches rates of 96% for North
Carolina and Upstate and 97% for Virginia (Table 3).
The SVM Chi Squared (c2) value was 5,076.8 and LDA c2 value was 2,983.2. With
99% confidence, both are considered significant correlations for classification, but the
SVM statistic indicated that it was the better fit.

4.2 Regional Geography Results
In light of SVM’s success in classifying records, its results are used to answer the methodological research questions. For each region, the SVM output ranges from 0.397 to

Figure 7 SVM (solid line) and LDA (dashed line) thresholds are plotted to show points
representing rejected students in pink and accepted students in blue for each region.
The x axis represents GPA values 1.0–5.0, and the y axis represents SAT scores 600–1600
© 2012 Blackwell Publishing Ltd
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Table 2 Contingency table of LDA and SVM classification results
LDA Accepted
Actual Accepted
Actual Rejected

LDA Rejected

4973 (68%)
1081 (14%)
94 (1%)
1258 (17%)
LDA Classification Rate (85%)

SVM Accepted

SVM Rejected

6280 (77%)
222 (3%)
296 (4%)
1185 (16%)
SVM Classification Rate (93%)

Table 3 Accuracy values for LDA and SVM classifiers by region (in percentages)
Region

LDA Accuracy

SVM Accuracy

South Carolina
Lowcountry
Midlands
Upstate
Neighbor States
Georgia
Georgia
Virginia
Near Regions
Appalachian
Middle Atlantic
South
Far Regions
Midwest
New England
West
Average

89.7
89.9
89.6
89.7
84.6
79.1
79.1
92
80.4
80
81.9
79.2
84.1
85.4
85.5
81.5
84.7

95.1
94.5
94.4
96.5
95.7
93.4
93.4
97.7
92.4
92.9
90.6
93.7
91.3
94.4
89.8
89.6
93.6

0.502. (Table 4) The most lenient lines (accordingly, with the smallest rejection areas)
are found in the South, followed by North Carolina. The next lowest average ‘rejection
areas’ are Georgia, Appalachia, South Carolina’s Lowcountry, and Virginia. The
West, Midwest, Middle Atlantic and New England have the strictest admissions lines.
The pattern shows that the South Carolina regions are on par with the ‘average’ integrated threshold values of the 12 regions, the neighbor and near regions tend to be
more lenient on average, and the far regions are the most rigorous in their decision
thresholds.
From this analysis, the South region applicants have a higher probability of gaining
admission to the university, followed by North Carolinians and Georgians. Since it is
difficult to measure the noteworthiness of different ranges between the 12 region values
(e.g. Is there a significant difference between Georgia’s threshold of 0.446 and the
West’s threshold of 0.502? Or are these values both with a small error margin of possible threshold values?), we will situate each region in a larger distribution of the
© 2012 Blackwell Publishing Ltd
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Table 4 Normalized area under the SVM discriminant
line for each region

Region

Normalized Area Under
SVM Line

South Carolina
Lowcountry
Midlands
Upstate
Neighbor States
Georgia
North Carolina
Virginia
Near Regions
Appalachian
Middle Atlantic
South
Far Regions
Midwest
New England
West
Average

.460
0.448
0.473
0.461
.440
0.446
0.425
0.448
.442
0.447
0.484
0.397
.499
0.493
0.502
0.502
.460

(10,000+) k-neighbor threshold values. We now explore the results of the 99
k-neighbors, a more disaggregate analysis where each applicant location is given its
own threshold.

4.3 K-Neighbors and Interpolation Results
For each of the 10,000 plus records created (by training groups of each applicant with
his or her 99 nearest neighbor applicants), the SVM correctly classifies 96% (with a
standard deviation of 3.1), with a minimum classification rate of 83% and maximum of
100% when training the geographically-clustered groups of 100 applicants, the latter of
which is found frequently. (In fact, over 20% of training groups had a classification
accuracy of over 99%). From these rates, we can see that more granular spatial analysis
scopes (99 neighbors versus a ‘region’) are unearthing the phenomenon of clear ‘microregion’ decisions.
The mean threshold value for k-neighbor decisions is 0.454 (normally distributed
with s.d. 0.034). Given this distribution, each of the 12 regions above fall within one
standard deviation of the mean, except for the South (two standard deviations below
the mean) and each of the Far Regions (each at 1.5 standard deviations above the
mean). Statistically, these results indicate that the majority of the 12 regions are found
roughly within the 16th to 84th percentiles of all thresholds. Yet the three far regions are
at the 88th, 95th and 95th percentiles of the dataset and the South is near the 5th percentile, indicating the significant deviance of these regions from expectation (i.e. the mean
of 0.454). Below, we show the results of the k-neighbor analysis.
© 2012 Blackwell Publishing Ltd
Transactions in GIS, 2012, ••(••)

16

C Andris, D Cowen and J Wittenbach

Figure 8 A moving window interpolation of the 100-neighborhood zone SVM training
gives a more detailed view of thresholds

In the k-neighbors analysis, the maximum threshold value is 0.537, found on the
West Coast, and minimum is 0.222, found in suburbs north of Baltimore. Results of an
IDW interpolated surface show a more refined picture as the data is not clustered by
regions, and statistics can transcend state (or sub-state) boundaries (Figure 8). It seems
as though applicants from Alabama, East Mississippi, Southern Florida, Virginia or
Middle Tennessee are more likely to gain admission than other applicants with the same
credentials hailing from other places. Similar to the regional results, we see that those
from the West Coast are held to higher standards. Furthermore, pockets of highstandards arise in the Chicago area, Ohio cities, New Jersey, New York and parts of
New England, including Boston (Figure 9). When comparing these areas with their
neighbors, we find students hailing from these areas are subject to higher thresholds
than those from Pittsburgh, Pennsylvania; Long Island, New York; Detroit, Michigan;
and Rhode Island, and are held to much higher standards than students from Virginia.
We also note a curious oasis of admissions leniency in Maryland into southern Pennsylvania (Figure 10).
The most geographically-clustered variation in admissions thresholds occurs in
South Carolina, where applicants from the downtown parts of some of South Carolina’s major cities: Columbia, Charleston, Myrtle Beach and Hilton Head, seem to avoid
the higher standards of the suburbs that begin adjacent to the downtown (Figure 11).
Conversely, the large metropolitan area Greenville-Spartanburg shows that thresholds alleviate outside the city, particularly to the south. Especially in the cases of
Columbia and Greenville-Spartanburg, it seems clear that different neighborhoods
© 2012 Blackwell Publishing Ltd
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Figure 9 The 100-neighbor zone SVM results show threshold variations in the Northeast and Midwest. Note that each applicant is assigned to a random place within his or
her ZIP code boundary

(and neighborhood high schools) produce students that are regarded differently in the
eyes of this university’s admissions office.
Moreover, applicants from Charlotte, North Carolina (and Atlanta, Georgia,
although out of scope but visible in Figure 8) and less so Georgia cities Savannah and
Augusta, are given lower thresholds than those directly inside the state line. Charlotte’s
values are among the lowest in the U.S., while some of the most stringent thresholds are
found within miles of Charlotte, but within South Carolina.

4.4 Results in Context
Although we previously visited the threshold values from the 12 regions in context in
the k-neighbor distribution, we are still left with the challenge of determining the significance between differences in k-neighbor threshold values, as we yet have no ‘global’
(or aspatial) sample of admissions thresholds from which to draw.
To situate both the 12-regional and k-neighbor threshold values and intervals in a
‘universal’ range of thresholds, we bootstrap the existing dataset to create a new distribution of thresholds. For 10,000 trials, we randomly select 100 applicants from all
applicants and train the SVM to output a new randomized decision threshold line.
Notably, the randomized distribution does not account for the geographic locale of
each applicant, and so we consider this distribution a control from which to test the
geographically-grouped threshold values from the regional and k-neighbor analyses.
© 2012 Blackwell Publishing Ltd
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Figure 10 SVM threshold values for Maryland and vicinity show a pocket of leniency in
the Baltimore suburbs that is not apparent in Washington, D.C.

The mean of the aspatial (randomized) distribution is 0.453 (normally distributed
with s.d. 0.022) compared with mean 0.454 of the spatialized k-neighbor training
(s.d 0.033). Sample means of the randomized and k-neighbor distributions are quite
similar, but the standard deviation is higher for the spatialized distribution. To quantify
the difference between these distributions, and therefore isolate the effect of geography,
we conducted an unpaired t-test from samples from each population (see Ruxton
2006). Our null hypothesis H0 is that there is no significant difference in these distributions. Our competing hypothesis H1 is that there is a significant difference in the distributions. The derived critical value is 2.573, which surpasses H1’s critical value of 1.960
(confidence level: 95%), evidencing a significant difference in the distributions. Since the
mean values are comparable, we focus on the larger standard deviation, which is an
indicator of significantly more variation in the types of decisions that are made with the
spatially-sorted groups.
Furthermore, while training the randomized applicants, the SVM finds more difficulty applying a clear rule to the group. The average SVM training accuracy was
slightly higher for the geographically-grouped values (95.9%) than for the randomlygrouped values (94.5%). Qualitatively, the higher accuracy indicates that training the
SVM with geographically-grouped sets results in more reliable decision boundaries, or,
restated, in similar geographies, applicants are evaluated with a clearer (set of) rule(s).
In summary, we find that there are geographic variations in the stringencies of the
admissions threshold lines at the regional and city level, even down to the neighborhood level in the context of the New York Metropolitan Area and South Carolina and
© 2012 Blackwell Publishing Ltd
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Figure 11 The most variation over geographic space occurs in South Carolina, where
applicants from Charlotte and less so Savannah, are given low thresholds, and downtown parts of South Carolina’s major cities seem sheltered from the standards of the
suburban and exurban areas

vicinity. Next, we discuss some of the hypotheses driving these patterns and conclude
our study.

5 Discussion
In the prior section, we note geographic variation between admissions thresholds. We
cannot explain with certainty why such difference may be occurring, but we were made
aware of some strategic admissions recruiting factors through personal correspondence
with admissions officers from the undisclosed university. Our results show that one
hypothesis for variations in admissions thresholds may be that for lenient areas such as
Baltimore, the university wants to draw students from more diverse, underrepresented
locations. Another, perhaps complementary, theory is that students from particular high
schools are more likely to enroll in the university because they have older friends or siblings who attend(ed) the university. Following the ideas of social ‘trip chaining’, many
times word-of-mouth or experience (like visiting the sibling or friend) has a profound
effect on an applicant’s decision to attend a university. This familiarity can reduce the
social distance (Andris 2011) to the university although he or she may be geographically further away. According to admissions officers at our university, mentioning
former and current students who are from similar locales as potential applicants is a
© 2012 Blackwell Publishing Ltd
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helpful tactic for drawing new applicants. Loosening admissions rigidity to students
who are likely to enroll could save the admissions office time and money for recruiting,
and could build momentum relatively easily to widen the channels between ‘loyal’ ZIP
codes and the university enough to start attracting higher caliber students. Although we
gain some insight into possible mechanisms behind certain admissions choices, there are
deeper ethical, financial and social issues in college admissions with which we do not
engage in this article.
In response to the methodological issue posed in this work, we recall that methods
of quantifying spatial non-stationarity such as Geographically Weighted Regression
(GWR), could have also been employed. GWR would have told us perhaps the importance of the GPA or SAT values in admitting a student for each region through its
parameterization method. It would have also given us an error value to understand how
well these variables could predict the outcome. However, this method may not have
accounted as well for the combination of these variables, e.g. that a low GPA and a
high SAT help exceedingly more than a high GPA and low SAT. The geometric nature
of the SVM makes this exchange clearer. Additionally, a method such as GWR would
be helpful if considering continuous-variable outcomes, (e.g. how many cancer deaths
result from an independent variable, such as levels of toxic chemicals in water
resources) but since our case study’s dependent variable is binary (admitted or rejected),
the SVM can give us a unqiue threshold line that shows the econometric exchange or
‘trade off’ of each variable in contributing to the outcome. Also, SVM will have a nontrivial advantage over other methods of quantifying spatial non-stationary when the
spatial data are high-dimensional (e.g. 50+ predictor variables).

6 Conclusions
In summary, the objective of this study is to attempt to evaluate SVM based on its
ability to provide an improved method of discerning implicit patterns in a college
admissions data set that may favor students from certain geographic regions. Harkening back to our introduction, we were confronted with the problem of changing
dependent and independent variables in space, and a large dataset that perhaps called
for help from a new data mining method.
The questions driving this study are twofold. First, we attempt to use a new tool
for geographic analysis. The accuracy measurements indicate that the SVM was a better
tool than linear discriminant analysis (LDA) to use for this study, and its findings show
that with distance, acceptance thresholds become stricter. This method was robust to a
geographic dataset that varied significantly in the density of applicants per ZIP code,
and did not rely on averages or aggregate data to determine whether all applicants were
evaluated for admissions with the same rules. SVM’s efficiency, accuracy and ability to
synthesize an econometric-type dataset renders it attractive and applicable to other geographic studies. Secondly, we gained insight into whether our university has an implicit
geographic bias or preference when accepting students. Regional analysis shows that
students from Virginia and North Carolina regions have the most forgiving threshold
lines, with the pockets of leniency near Baltimore, Charlotte, for example. The most
rigorous threshold lines are in the West, followed by the Midwest and New England.
More local trends in South Carolina also show urban/suburban variation.
These numbers may not be enough to vindicate the presence of geographic affirmative action and assume that the university has a clear bias towards students hailing from
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certain regions. However, with the preliminary conclusions, geographic variance is
present and the SVM method was successful in discerning this pattern.
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Note
1 The data for the study was used with SAT scores from the 1600 point scale. Also, nearly 40%
of applicants submitted another popular standardized test, the ACT, in such case this number
was converted to SAT (College Board 2007) and supplanted only if higher.
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