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Abstract: A central goal in biological and biomedical sciences is to identify the molecular basis of variation in
morphological and behavioral traits. Over the last decade, improvements in sequencing technologies coupled
with the active development of association mapping methods have made it possible to link single nucleotide
polymorphisms (SNPs) and quantitative traits. However, a major limitation of existing methods is that they are
often unable to consider complex, but biologically-realistic, scenarios. Previous work showed that association
mapping method performance can be improved by using the evolutionary history within each SNP to estimate
the covariance structure among randomly-sampled individuals. Here, we propose a method that can be
used to analyze a variety of data types, such as data including external covariates, while considering the
evolutionary history among SNPs, providing an advantage over existing methods. Existing methods either
do so at a computational cost, or fail to model these relationships altogether. By considering the broad-scale
relationships among SNPs, the proposed approach is both computationally-feasible and informed by the
evolutionary history among SNPs. We show that incorporating an approximate covariance structure during
analysis of complex data sets increases performance in quantitative trait mapping, and apply the proposed
method to deer mice data.
Keywords: coalescent theory; genome-wide association study (GWAS); phylogenetic covariance; quantitative
trait mapping (QTM); single nucleotide polymorphisms (SNPs).

1 Introduction
A central goal in the biological and biomedical sciences is to identify locations along the genome (single
nucleotide polymorphisms, or SNPs) that explain variation in quantitative traits (phenotypes). Over the last
decade, association mapping, in which statistical associations are sought between marker loci and a trait
of interest among individuals of unknown relationship, has emerged as a powerful approach for linking
phenotype to genotype [reviewed in (Hirschhorn and Daly, 2005; Balding, 2006; Stephens and Balding,
2009; Stranger et al., 2011)]. In addition, recent improvements in sequencing technologies have made it
possible to generate genome-scale data sets for model and non-model organisms alike, thereby broadening
the range of questions that can be addressed by identifying genotype-phenotype connections and increasing
the importance of association mapping methods.
Despite substantial progress in our ability to generate and analyze large datasets, however, important
statistical and bioinformatic challenges remain (Balding, 2006; Moore et al., 2010). In particular, even
in large quantitative trait mapping (QTM) studies, genotype-phenotype associations are often difficult to
detect and localize (Thompson and Kubatko, 2013). In addition, external covariates, such as population
stratification, often influence the quantitative trait(s) of interest, requiring models capable of detecting
both types of relationships. Currently, association mapping methods are severely limited by their inability
to consider complex, but biologically-realistic, scenarios. Previous work showed that the performance of
association mapping methods can be improved by using the evolutionary history within each SNP to estimate
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the covariance structure among randomly-sampled individuals (Besenbacher et al., 2009; Thompson and
Kubatko, 2013). The method proposed here can be used to analyze data including external covariates,
while simultaneously considering the evolutionary history among SNPs. Existing methods either do so at
a computational cost, or fail to model these relationships altogether, which may make it difficult to detect
associated SNPs.
By considering the broad-scale relationships among SNPs, the proposed approach is both
computationally-feasible and informed by the evolutionary history among SNPs. Simultaneous inclusion
of both covariates and a SNP allows inference about any detected relationship(s), and the additional
information will aim to improve the localization of the truly-associated SNPs. The proposed method is used
to analyze deer mouse data that was previously analyzed using non-tree based approaches (Linnen et al.,
2013). Importantly, accurate identification of causal SNPs in this population will inform our understanding
of the genetic basis of rapid adaptation.

2 Background
QTM has two distinct goals, detection and localization. Detection is achieved if any SNP in a region of SNPs
surrounding the truly-associated SNP is significantly associated with the trait. Localization addresses how
close the detected SNP(s) are to the truly-associated SNP. There are two distinct classes of methods for QTM:
methods that consider the evolutionary history of individual SNPs (tree-based) and methods that do not
use this information (non-tree based). These approaches vary considerably with respect to performance and
computation time. Here, the discussion is limited to methods for analysis of population-based, rather than
family-based, samples. Methods to analyze family-based samples are reviewed in (Ott et al., 2011) and include
those in (Laird et al., 2000; Zhu et al., 2008; Naylor et al., 2010; Yan et al., 2015).
Non-tree based methods employ classical statistical approaches such as the t-test or generalized linear
models and perform well in terms of computational time. An important advantage of this class of methods is
that generalized linear models provide a straightforward way to adjust for covariates (Schaid et al., 2002; Solé
et al., 2006; Tzeng et al., 2006; González et al., 2007; Purcell et al., 2007; Sinnwell and Schaid, 2009). Other
approaches use variance components or mixed models to account for uneven relatedness among individuals,
including those in (Yu et al., 2006; Kang et al., 2010; King et al., 2010). More recently, non-tree based methods
have been extended to search for associations between a single SNP and multiple phenotypes of interest (Ried
et al., 2012; van der Sluis et al., 2013) and between multiple SNPs and a single phenotype (Guan and Stephens,
2011). Because of their flexibility and computational efficiency, non-tree based methods have been a popular
approach for QTM studies. However, the assumption of independence among individuals and the failure to
consider shared evolutionary history within each SNP from sampled individuals can result in a decrease in
power and accuracy compared to methods that utilize this information.
In contrast to classical statistical approaches, tree-based methods use shared evolutionary history to
inform the analysis. At each location along the genome, sampled individuals have an evolutionary history
that is assumed to be represented by a phylogenetic tree (Figure 1) (Thompson and Kubatko, 2013). In Figure 1,
time moves from past to present from left to right across the tree. Each tip on the tree represents an observation
from the present time, and longer branches represent longer evolutionary times. Wherever two observations
share a lineage, or collection of branches, they also share the corresponding portion of their evolutionary
history. Once a split, or separation in the lineages, occurs for two observations, the observations evolve
independently from that time point forward. Thus, under this model, observations sharing large portions
of their evolutionary histories will have a larger covariance in their phenotypes than those that do not share
large portions of their evolutionary histories. This can be seen in Figure 1 by the fact that observations tend
to cluster by color (which corresponds to their phenotypic value).
Existing tree-based methods include those in Zöllner and Pritchard (2005), which is not computationally
feasible for large data sets, and Pan et al. (2009); Zhang et al. (2012b), which consider all possible groups
of observations compatible with the estimated phylogenies during association analysis. In contrast to these
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Figure 1: Phylogenetic tree for a truly-associated SNP. For 50 diploid observations of a phenotype (represented by colored
circles on right), the evolutionary history of a truly-associated SNP is shown (Thompson and Kubatko, 2013). Color corresponds
to the magnitude of the phenotype value, with low values colored blue, high values colored red, and intermediate values
colored green-yellow. The relationship between the SNP and the trait is seen in the clustering pattern in the phenotype values.
In the absence of an association, the values would vary widely within the groups defined by the tree.

methods, the methods in Besenbacher et al. (2009) and Thompson and Kubatko (2013) limit the required
number of computations by considering only groups of observations defined by the earliest evolutionary
events (edges) along the phylogeny. In addition, Thompson and Kubatko (2013) does not assume independence among observed phenotypes, but rather uses the estimated phylogeny to define the covariances
among observations. An important limitation of tree-based methods to date is that they fail to consider
covariates; this can be a serious limitation to the general applicability of these methods. For example,
individuals are often sampled from wild populations, leading to uneven relatedness among samples (often
referred to as population structure) that, if not properly accounted for, can lead to spurious genotypephenotype associations (Balding, 2006). This global covariance can cause spurious associations to appear
during association mapping. However, tree-based methods use a local covariance structure within each SNP
to gain more information about relatedness among observations at an associated SNP.
Our previous work (Thompson and Kubatko, 2013) includes the development of a computationallyefficient method that accounts for the covariance structure present in these data sets due to the shared
evolutionary history among samples by applying ideas from the phylogenetic comparative method to the
problem as follows. First, the SNP data are used to estimate a local phylogeny for the samples at each
SNP, using the method in Mailund et al. (2006). Branch lengths along this phylogeny are found using
a modified version of the method proposed by Rogers and Swofford (1998). The result is an estimated
phylogeny with branch lengths that is then used to define the covariances among the sampled individuals.
To achieve computational efficiency, this tree is considered as k clusters of individuals for a fixed k. These
clusters are determined by considering only the (k − 1) earliest edges in the tree, and the variance-covariance
matrix of this cluster tree is taken to be an approximation of the true variance-covariance structure in the
data.
Even for relatively small values of k, the variance-covariance structure defined by the phylogenetic
tree remains relatively well-preserved. For instance, Figure 2A shows a surface plot of the true variancecovariance structure in a data set with 100 sampled observations, and Figure 2B shows the focused portion
of the evolutionary history preserved by using a partition of k = 4 clusters. Since the covariances among
observations are similar for as few as four clusters, the covariances among observations are largely preserved
by the clustering technique.
The notation and methods introduced in Thompson and Kubatko (2013) are as follows. For a fixed
partition of the tree into k clusters, an N × k matrix, D, is defined with elements:
{︃
1, if observation i falls in cluster j
D ij =
,
(1)
0, otherwise
for i = 1, 2, . . ., N and j = 1, 2, . . ., k, where N is the number of observations (for diploid individuals, this
is twice the number of individuals, n, in the study, so that N = 2n). Then it is assumed that the trait data,
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Figure 2: Example of correlation structure defined by a phylogeny. (A) Shows the correlation structure imposed by a phylogeny
for 100 observations. (B) Shows the correlation structure of the corresponding clustered tree for four clusters. The largest
correlations among individuals appear to be preserved in the four-cluster tree. Details of clustering are given in the text.

Y = (Y 1 , Y 2 , . . ., YN )T ∼ N(Dµ, σ2 V). The trait means, denoted µ = (µ1 , µ2 , . . ., µk )T , vary across clusters. In
addition, the variance-covariance matrix of the tree, σ2 V = σ2 V(Θ), uses the covariance structure defined by
the phylogenetic tree, Θ. Under the distributional assumption on the trait data specified above, the maximum
likelihood estimates (MLEs) of the parameters µ and σ2 have closed form solutions.
Hypothesis testing is then carried out using a likelihood framework based on a penalized likelihood,
the Likelihood Score Statistic (LSS). An LSS value is obtained at each locus, and a p-value is calculated
using permutation. In this case, an adjustment for multiple comparisons is made through permutation
testing instead of using a simpler, but overly-conservative, Bonferroni correction (Zöllner and Pritchard,
2005). When tested on simulated data, LSS was competitive with previous methods and identified both
associations detected by previous methods and new associations. In addition, some empirical data analyses
were performed on three chromosomes from the study in Zhang et al. (2012a). Detection results from LSS
confirm previous results and also suggest new associations in the data. Details of these results are given in
Thompson and Kubatko (2013).
It is important to note that in this previous work and in the proposed work, linkage disequilibrium
does not violate model assumptions. In fact, because a block of contiguous SNPs is used to estimate a local
phylogeny for each SNP, these methods actually benefit from the fact that phylogenies at nearby SNPs are
related. Thus, in contrast to the assumption of linkage equilibrium, the tree estimation in the previous and
proposed methods may benefit from linkage disequilibrium in SNP data. However, this previous method is
limited by its inability to consider additional influences on a quantitative trait. Additionally, it considers each
copy of a SNP as an observation, so that the sample size is twice the number of diploid individuals in the study,
even though the quantitative trait has one observed value per individual.
The work presented here addresses these limitations by proposing a model that considers each diploid
individual as an observation, and considers additional possible external influences on the quantitative trait
under study. The general model is presented next, followed by a simulation study to analyze its performance
in the case of known true relationships within the phenotypic and genotypic data. Finally, we evaluate this
method by analyzing empirical data from a natural population of deer mice.

3 Methods
As described above, here we consider extending the work in Thompson and Kubatko (2013) to include a set of
r covariates. An external (or environmental) covariate refers to any covariate related to an individual that is
unrelated to the genetic data. In this model, environmental covariates are assumed to be fixed and unrelated
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across individuals under study. Under the assumption that the genetic and environmental components of
the trait follow an additive model, the quantitative trait values of interest (Y) can be represented as the sum
of a genetic component (Y g ) and an environmental component (Y e ), so that Y ≡ Y g + Y e . This additive
trait structure has been previously assumed in the general mixed model given in Lynch and Walsh (1998).
In this case, each component was assumed to follow a multivariate normal distribution, so that the mean of
the trait is the sum of the means of each component with the corresponding relationships for the variancecovariance matrix of the trait. In one case of the model in Lynch and Walsh (1998), the environmental
component has a variance-covariance matrix proportional to the identity matrix, and the genetic component
of the trait has a variance-covariance structure determined by genetic relationships (e.g. genetic relationships
from pedigree data). The same ideas are used in this work, but the genetic relationship matrix is determined
by the evolutionary history represented by the phylogenetic tree at a particular SNP, since samples are not
family-based.

3.1 Genetic component
In the model proposed here, the quantitative trait data and covariate values are analyzed per diploid
individual while the evolutionary history of the considered SNP continues to be estimated per SNP copy.
At a considered locus, each copy of a diploid individual’s SNP is referred to as an allele. Each of an
individual’s two alleles at a SNP site evolves independently, so estimating evolutionary histories under this
assumption is important. Although some techniques (e.g., Zhang et al., 2012b) estimate phylogenetic trees
for individuals, rather than for alleles, it is important to avoid the implicit assumption that the copies of a
particular SNP inherited from each parent share the same evolutionary history. The proposed model avoids
this assumption by estimating the evolutionary history at a particular SNP allowing each allele to have a
separate (but possibly related) history. Then, to analyze the data, a model for the genetic component of
the trait (recessive, dominant, or co-dominant) is used in order to explicitly derive the variance-covariance
structure for the diploid individuals under study. This is a modification of the work in Thompson and Kubatko
(2013), where an observation is taken to be a chromosome rather than an individual and provides a new
way to aggregate information onto the individual level from the method proposed in Besenbacher et al.
(2009).
To start, under the assumption of a co-dominant trait, the variance-covariance structure can be derived
using the evolutionary history of the SNP as follows. For the sth diploid individual, the genetic component
of the quantitative trait, Ygs ≡ Ys , can be represented as the mean of two allelic trait values, Y s1 and Y s2 . The
covariance among any two allelic trait values can be determined using the phylogenetic tree at the considered
SNP. For individuals s and t:
(︂
Cov(Y s , Y t ) = Cov

1
1
(Y s1 + Y s2 ), (Y t1 + Y t2 )
2
2

2

)︂
=

2

(︀
)︀
1 ∑︁ ∑︁
Cov Y si , Y tj .
4

(2)

i=1 j=1

Since the allelic covariances can be estimated using the estimated phylogenetic tree, the variance-covariance
matrix for the genetic component of the trait, denoted Var(Y g ), specifically for the diploid individuals in the
study can be explicitly determined. Note that a similar covariance structure can be determined for recessive
or dominant traits. Consider the n × 2n matrix Z, defined to have elements:

Z ij =

{︃
0.5
0

if the jth SNP is from the ith diploid individual, and
otherwise.

(3)

Then, if U is the vector of trait observations on the chromosomal level, taking ZU produces Y g , an n ×
1 vector of the genetic component values for each individual, where the genetic component for the ith
individual is the average of the genetic contributions from the two SNPs for that individual.
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Next, if D is defined above, µ is the vector of means for each cluster on the tree above, and V is the
variance-covariance matrix of chromosomal observations defined by the cluster tree above, we see that:
T

Var(Y g ) = σ2 ZVZ ,

(4)

E[Y g ] = E[ZU]

(5)

= ZDµ.

(6)

and

Thus, we assume that:
T

Y g ∼ N(ZDµ, σ2 ZVZ )

(7)

Next, we state the assumptions for the environmental component of the trait and then propose a modeling
framework that allows for estimation of parameters of interest.

3.2 Environmental component
Under the assumption that the environmental component of the trait, Y e , follows a multivariate normal
distribution, the mean for the ith observation can be modeled as a linear combination of r fixed covariate
values, X i0 , X i1 , . . ., X ir , where X i0 = 1 for all i = 1, . . ., n and n is the number of diploid individuals in the
study. In other words, the environmental component of the trait, Y e , can be assumed to follow a multivariate
normal distribution,
Y e ∼ N(Xβ, ν2 I)
(8)
Here, X ij is the value of the jth covariate for observation i for i = 1, 2, . . ., n and j = 1, 2, . . ., r, and the
parameters β = (β0 , β1 , β2 , . . ., βr ) give the linear combination of covariates that determine the mean of the
multivariate normal distribution.

3.3 Bayesian modeling framework
Under the assumptions above, and the assumption that the genetic and environmental components of the
trait are independent, we have:
T

Y = Y g + Y e ∼ N(ZDµ + Xβ, σ2 ZVZ + ν2 I).

(9)

In this model, each allele from a SNP can have its own evolutionary history, but the phenotype and
covariate values are analyzed as observations from diploid individuals, instead of taking the approaches
in Besenbacher et al. (2009) and Thompson and Kubatko (2013). In an analogous frequentist context, the
model in (9) could be fit using a mixed model approach, where the genetic component was a random effect
and the covariate was a fixed effect. However, this model requires numerical maximization to estimate the
model parameters using maximum likelihood estimation, which is computationally difficult, especially in
this context. Instead, we propose to fit the model using a Bayesian approach by noting that an equivalent
way to represent this model is through a hierarchical approach, where:

which means

Y = Yg + Ye

(10)

Y|Y g , µ, β, ν2 , σ2 ∼ N(Xβ + Y g , ν2 I)

(11)

and
T

Y g |µ, β, ν2 , σ2 ∼ N(ZDµ, σ2 ZVZ ).

(12)

Note that the marginal distribution of Y is then
T

Y|β, µ, ν2 , σ2 ∼ N(Xβ + ZDµ, ν2 I + σ2 ZVZ )
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which is precisely the model of interest under the assumption of independence of the genetic and environmental components.
Thus, using the following prior distributions:
β

∼ N(β0 , u2 I)

(14)

2

µ

∼ N(µ0 , w I)

(15)

σ

2

∼ Inverse Gamma (Shape = a, Scale = b)

(16)

ν

2

∼ Inverse Gamma (Shape = c, Scale = d)

(17)

and assuming all parameters are independent, the joint posterior distribution is:
{︂
}︂
)︀T (︀
)︀
1 (︀
f (β, µ, σ2 , ν2 , y g |y) ∝ exp − 2 y − y g − Xβ
y − y g − Xβ
2ν
{︂
}︂
)︁−1 (︀
)︀T (︁
)︀
1 (︀
T
× exp − 2 y g − ZDµ
ZVZ
y g − ZDµ
2σ
}︂
{︂
1
× exp − 2 (β − β0 )T (β − β0 )
2u
{︂
}︂
1
× exp − 2 (µ − µ0 )T (µ − µ0 )
2w
{︂
}︂
(︁ )︁−n/2−a−1
b
exp − 2
× σ2
σ
{︂
}︂
(︁ )︁−n/2−c−1
d
2
exp − 2 .
× ν
ν

(18)

This implies the following conditional posterior distributions. Note that all of the following distributions
have closed form.
)︂
(︂
1
n
T
(19)
σ2 |y, y g , β, µ, ν2 ∼ IG a + , b + (y g − ZDµ)T (ZVZ )−1 (y g − ZDµ)
2
2
(︂
)︂
n
1
ν2 |y, y g , β, µ, σ2 ∼ IG c + , d + (y − Xβ − y g )T (y − Xβ − y g )
(20)
2
2
(︃
(︃
)︃
)︃
−1
(y − Xβ)
(ZVZ T ) ZDµ
Y g |y, β, µ, σ2 , ν2 ∼ N V y g
+
, V yg ,
(21)
ν2
σ2
where
)︃−1
(ZVZ T )−1
I
V yg =
+ 2
σ2
ν
)︃
)︃
(︃ (︃
µ0
(ZD)T (ZVZ T )−1 y g
∼ N Vµ
+ 2 , Vµ ,
σ2
w
(︃

µ|y, y g , β, σ2 , ν2

(22)
(23)

where
)︃−1
I
D T Z T (ZVZ T )−1 ZD
+ 2
Vµ =
σ2
w
(︃ (︃
)︃
)︃
X T (y − y g )
β0
∼ N Vβ
+ 2 , Vβ ,
ν2
u
(︃

β|y, y g , µ, σ2 , ν2
where

(︃
Vβ =

I
XT X
+ 2
ν2
u

(24)
(25)

)︃−1
(26)

Since these conditional distributions all have closed form, when analyzing data we can sample iteratively
from the conditional posterior distributions using a Gibbs sampler to obtain samples of the parameters from
the posterior distribution, and use these samples to make inference about model parameters.
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4 Data simulation method
In order to study parameter estimation for the modeling approach in Section 3.3, simulated data sets are
necessary. First, covariate values are simulated uniformly over a specified range, and an environmental
component of the trait, Z e , is taken to be a linear combination of the covariate values and some white noise
(independent normally distributed random variables with mean zero and a fixed variance). Next, genetic
data from a chromosome are simulated using ms (Hudson, 2002) and include phased SNP data as well as
local phylogenies at each SNP. For a randomly chosen “disease” SNP (with minor allele frequency between
0.1 and 0.3), a genetic component, Z g , is simulated next using a two-target Ornstein-Uhlenbeck (OU) process
where the target value depends on the state of the SNP at any given time point. Details of this method are
given in Thompson and Kubatko (2013). To calculate the quantitative trait value, we use a weighted average
of Z e and Z g , so that:
Y = Yg + Ye ,
(27)
where
Y g ≡ ρZ g

(28)

Y e ≡ (1 − ρ)Z e .

(29)

and
Here, 0 ≤ ρ ≤ 1. By varying ρ, cases where different proportions of the variation in the trait can be attributed
to the genetic and environmental contributions can be studied to see how the parameter estimation performs.
Using this data simulation method, we can study parameter estimation in the Bayesian hierarchical
model under a variety of parameter settings. For these studies, we fixed the number of clusters in the tree
to be k = 5 and ran the Gibbs sampler for 50,000 iterations (using 10,000 of these as burn-in). In addition,
we simulated one (r = 1) covariate, Xi , uniformly from −5 to 5 for individual i in the study. To simulate Z e , we
used Z e ∼ N(20 + 4X, 40I). In the two-target OU process used to simulate Z g , we let the two targets of the
OU process be γ0 = 80 and γ1 = 100, the root value for the OU process be 90, and the strength of selection be
α = 5. Lastly, the OU process variance is 4ν2 α/(1 − exp(−2α)) = 800.036; this specifies the variance of the
genetic component of the trait to be similar to the variance of the environmental component of the trait. In
addition to the fixed parameters, we varied the value of ρ = 0, 0.1, 0.25, 0.3, 0.35, 0.5, 0.7, 0.9, 1. All simulated
data sets included n = 50 diploid individuals.
We considered two choices of prior settings: one more informative and the other less. For the informative
setting, we used the following:
σ2 ∼ Inverse Gamma(6, 200ρ2 )
ν

2

(30)
2

∼ Inverse Gamma(6, 200(1 − ρ) )

(31)

β ∼ N(0, 100I)

(32)

µ ∼ N(0, 100I)

(33)

In the case that ρ = 0, we set b = 200(0.0001) so that it was slightly above zero. Similarly, if ρ = 1, we set
d = 200(0.0001). Next, to test the sensitivity of the approach to less informative (vague) priors, we repeated
the simulation study with the following prior parameters:
σ2 ∼ Inverse Gamma(4, 30)
ν

2

(34)

∼ Inverse Gamma(4, 30)

(35)

β ∼ N(0, 100I)

(36)

µ ∼ N(0, 100I)

(37)

In each analysis, three chains were run using starting values randomly selected according to the prior distributions. Lastly, for the clustering of each tree, k = 5 clusters were used for all analyses. Values of k in {3, 5, 7,
9} were all considered, but did not affect simulation study results, so results for other values of k are omitted
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here. In practice, choice of k may be difficult as it requires a balance between available computational power
(larger k requires more computation) and amount of shared variation in the data. In the case that the analyst
does not previously know how many clusters to use, trees could be constructed at some points along the chromosome. Then, the number of clusters that come from the longer branch lengths in the tree can be observed,
and k can be set to at least this number. This aims to capture the largest correlations within the data and preserve them in the correlation structure used for analysis, since capturing the large-scale correlation structure
is equivalent to choosing a set of clusters that preserves the longest branches on the evolutionary history.

5 Results
In order to study the parameter estimation of the method for a variety of sample sizes and values of ρ, both
simulated data and real data were analyzed. We use the simulated data to assess the performance of the
proposed Bayesian hierarchical model before applying the method to the deer mouse study.

Figure 3: Simulation study results using informative priors and known evolutionary histories. (A) Shows posterior means of the
slope parameter (β1 ) from 50 replications at particular values of ρ for the associated SNP. (B) and (C) Show posterior means
of the variance parameters (σ 2 and ν 2 , respectively) from 50 replications at particular values of ρ. (D) Shows the estimates of
proportion of genetic variance (of σ 2 /(σ 2 + ν 2 )) from 50 replications at particular values of ρ, calculated using the estimated
posterior means from each replication. True parameter values are denoted by red dots in (A)–(D). We see that posterior mean
estimates from the Bayesian model are centered around the true values for β1 and σ 2 /(σ 2 + ν 2 ).
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Figure 4: Simulation study results using informative priors and estimated evolutionary histories. (A) Shows posterior means
of the slope parameter (β1 ) from 50 replications at particular values of ρ. (B) and (C) Show posterior means of the variance
parameters (σ 2 and ν 2 , respectively) from 50 replications at particular values of ρ for the associated SNP. (D) Shows the
estimates of proportion of genetic variance (of σ 2 /(σ 2 + ν 2 )) at particular values of ρ, calculated using the estimated posterior
means from each replication. True parameter values are denoted by red dots in (A)–(D). We see that posterior mean estimates
from the Bayesian model are centered around the true values for σ 2 /(σ 2 + ν 2 ) when ρ is close to 0.5, and the estimates are
closer to 0.5 when ρ is small or large, indicating appropriate trends in parameter estimates. The estimated posterior means of
β1 are centered around the true values at all settings of ρ.

5.1 Simulation study results
Here, we discuss results from analyzing simulated data sets using the true underlying evolutionary history
at the SNP associated with the quantitative trait, as well as results from using the estimated underlying
evolutionary history at the truly-causal SNP.
Figures 3 and 4 show results from using informative priors when true and estimated phylogenies,
respectively, are used. Results look similar across the true and estimated trees. Figures 3A and 4A show the
posterior means of β1 from each of 50 replications at each value of ρ. We see that, for all values of ρ studied,
not only are the posterior means centered at the true values of β1 (denoted by red dots), but also that the use
of the true evolutionary history or the estimated evolutionary history has little effect on the results when the
priors are informative. Boxplots of the posterior means of the genetic variance (σ2 , Figures 3B and 4B) and
environmental variance (ν2 , Figures 3C and 4C) at the truly associated SNP show similar results. Figures 3D
and 4D show estimates of the proportion of variance attributable to the genetic component of the trait by using
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the posterior means of σ2 and ν2 from each replication at the truly associated SNP. Similar to the previous
results, the estimates of proportion of genetic variance are centered at the true values of proportion of genetic
variance for each value of ρ. In summary, when the priors are informative, the posterior means of parameter
values are centered at the true value of the parameter when the truly associated SNP is analyzed, implying that
this Bayesian approach to parameter estimation works well in the case of strong prior information, regardless
of whether or not the underlying evolutionary history at a SNP is estimated or known.
Next, Figures 5 and 6 show the results of using less informative priors when true and estimated
phylogenies are used, respectively. Figures 5A and 6A show the posterior means of β1 from each of 50
replications at each value of ρ. We see that, for all values of ρ studied, not only are the posterior means still
centered at the true values of β1 (denoted by red dots), but also that the use of the true evolutionary history
or the estimated evolutionary history has little effect on the results. However, we see that for the estimates of
the genetic and environmental variances, the parameter estimates are nearer to the prior distribution values
than the values used to simulate the data, possibly from the weight from the prior distributions. In addition,
we see that, in Figure 5D, estimates of the proportion of variance attributable to the genetic component of the
trait are located nearer to 0.5 (equal genetic and environmental components of the trait) than the true values
of proportion of genetic variance. This may be due to the fact that the prior distributions from this setting put
equal weights on the two components. In addition, this result is magnified in the case that the phylogenetic
tree of a SNP is estimated (Figure 6D). In other words, estimation of the evolutionary history (vs. using the
known history) is resulting in a loss of information in the covariance structure of the data. We further consider
the potential implications of this in the Discussion and Conclusion section.
Figure 7 shows the results of analyzing the same simulation data with PLINK (Purcell et al., 2007), a
regression-based technique. PLINK fits a multiple linear regression model to the data, and produces the
individual t-tests for each covariate and the SNP (under the assumption of an additive genetic effect). In
Figure 7A, we see that PLINK (prior to a multiple testing correction) performs comparably to the proposed
Bayesian hierarchical model. However, the slope parameter associated with the SNP does not reflect the
true contribution of the SNP to the quantitative trait under study. We see the same trend in the p-values
from the individual t-tests produced by PLINK in that PLINK performs well in terms of detecting a covariate
effect, but poorly in detecting a SNP effect unless ρ is extremely close to 1 (i.e. the genetic component of
the trait is extremely large compared to the environmental component of the trait). Thus, results here show
promise in that, if information present within the data is accurate with respect to the underlying covariance
structure, parameter estimation of the proposed Bayesian approach may improve upon the difficulties present
in classical regression-based approaches.

5.2 Analysis of deer mouse data
Within the last 15,000 years, deer mice (Peromycus maniculatus) living on the light soils of the Nebraska Sand
Hills have evolved light dorsal pigmentation that enables them to evade visually hunting predators such
as birds (Linnen et al. 2009, 2013; Figure 8A). Using a combination of laboratory crosses and association
mapping in a phenotypically variable population located near the northern edge of the Sand Hills, Linnen
and colleagues (2009, 2013) demonstrated that positively selected Agouti alleles contribute to multiple light
phenotypes (dorsal color, ventral color, extent of light ventral pigmentation, and extent of light pigmentation
on the tail). Intriguingly, they found that distinct regions of Agouti are associated with each color trait. In this
study, we re-analyzed one color phenotype (tail stripe) and compared results of our Bayesian approach with
previous results from regression-based methods (see Figure 8).
Genotypes and phenotypes (tail stripe) for 91 wild-caught mice were collected as described in Linnen et
al. 2013. Briefly, a capture-based sequencing approach was used to obtain genotypic data for the following
regions of interest: a 185-kilobase pair (kbp) region containing Agouti and all known exons and regulatory
elements, and approximately 2100 ∼1.5-kbp regions that were randomly distributed throughout the P.
maniculatus genome [described in Domingues et al. (2012); Linnen et al. (2013)]. To assess local population
structure in the mapping population, a genetic principal components analysis was performed (Patterson
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et al., 2006) on a data set containing a single SNP chosen at random from each of the 2100 genome-wide
regions. The four significant genetic principal components (PCs) are intended to account for any genomewide covariance structures that are due to population structure. This global covariance can cause spurious
associations to appear between a non-causal SNP and phenotype, and it is necessary to account for this
during analysis. We note that the local covariance structure used in the proposed model is intended to gain
more information about relatedness among observations at a causal SNP, and is different from the global
covariance structures accounted for by the genetic PCs.
Previously, Linnen et al. (2013) used both single-SNP and multiple-SNP regression-based approaches
to analyze genotype-phenotype associations, while controlling for population structure, and to identify
candidate SNPs in Agouti, which were assumed to be in strong linkage-disequilibrium with causal SNPs.
The results of these analyses are depicted in Figure 8B. Although the association plot for tail stripe lacked
obvious peaks, by combining single- and multiple-SNP approaches, Linnen et al. were able to identify four
candidate SNPs (dashed lines) that together account for approximately 50% of the variation in tail stripe; after
regressing these SNPs out, no significant genotype-phenotype associations remain for Agouti. Intriguingly,
several of these SNPs occur in or near regions of known functional importance (gray bars in Figure 8B). For

Figure 5: Simulation study results using vague priors and known evolutionary histories. (A) Shows posterior means of the slope
parameter (β1 ) from 50 replications at particular values of ρ. (B) and (C) Show posterior means of the variance parameters
(σ 2 and ν 2 , respectively) from 50 replications at particular values of ρ for the associated SNP. (D) Shows the estimates of
proportion of genetic variance (of σ 2 /(σ 2 + ν 2 )) from 50 replications at particular values of ρ, calculated using the estimated
posterior means from each replication. True parameter values are denoted by red dots in (A)–(D). We see that posterior mean
estimates from the Bayesian model are centered around the true values for σ 2 /(σ 2 + ν 2 ) when ρ is close to 0.5, and the
estimates of parameters are closer to the prior values when ρ is far from 0.5, but the appropriate trends in parameter values
are still shown in the posterior means. The estimated posterior means of β1 are centered around the true values at all settings
of ρ.
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Figure 6: Simulation study results using vague priors and estimated evolutionary histories. (A) Shows posterior means of
the slope parameter (β1 ) from 50 replications at particular values of ρ. (B) and (C) Show posterior means of the variance
parameters (σ 2 and ν 2 , respectively) from 50 replications at particular values of ρ for the associated SNP. (D) Shows the
estimates of proportion of genetic variance (of σ 2 /(σ 2 + ν 2 )) from 50 replications at particular values of ρ, calculated using
the estimated posterior means from each replication. True parameter values are denoted by red dots in (A)–(D). We see that
posterior mean estimates from the Bayesian model are centered around the true values for σ 2 /(σ 2 + ν 2 ) when ρ is close to 0.5,
and parameters estimates are pulled toward 0.5 when ρ is small or large. The posterior means of β1 remain centered around
the true values at all settings of ρ.

example, one SNP occurs near a known promoter and another in a coding exon. Nevertheless, as can be
seen by the relatively flat shape of the association plot, linkage among Agouti SNPs makes it challenging to
pinpoint causal mutations. Ideally, by accounting for relationships from the evolutionary history within each
SNP, the proposed Bayesian approach will help localize causal mutations in Agouti.
Prior to the Bayesian analysis, Beagle was used to computationally phase the data and impute missing
genotypic information (Browning and Browning, 2007). A phylogenetic tree was estimated at each SNP using
Blossoc (Mailund et al., 2006) and the Bayesian model was fit at each of 793 SNPs in the Agouti gene. The
following prior parameters were used:
σ2 ∼ Inverse Gamma(4, 30)
ν

2

∼ Inverse Gamma(4, 30)

(38)
(39)
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Figure 7: Simulation study results using the regression-based method, PLINK (Purcell et al., 2007). (A) and (C) Show the slope
parameter estimates associated with the covariate and the truly causal SNP. (B) and (D) Show the -log(p-value) from the
individual t-test associated with each effect. Values in (B) and (D) above the blue line show p-values < 0.05, and effects that
are statistically significant. Although PLINK performs well in estimating and detecting the covariate effect, it does not perform
as well in estimating and detecting the SNP effect present in the simulated data sets.

β ∼ N(0, 30I)

(40)

µ ∼ N(0, 30I)

(41)

In each analysis, three chains were run using starting values randomly selected according to the prior
distributions, and the number of clusters was set to k = 5 for each phylogenetic tree. In addition to the
posterior mean estimates, we chose to calculate the Bayes Factor as an example of a method to investigate
significance of the genetic component to the trait. We did so by using a ratio of the estimates of the posterior
odds at each SNP along the chromosome. In this case, the marginal likelihood of the model including a
genetic component to the trait was estimated using the iterative solution to the estimator in equation (16) in
Newton and Raftery (1994) with δ = 0.1, based on a set of independent posterior samples of the parameters
(i.e. every 50th Gibbs sample after burn-in). The estimate of the marginal likelihood in the null case, without
a genetic contribution to the trait, was estimated in an analogous way, where the marginal likelihoods of the
parameters were sampled using the same Gibbs sampler with σ2 , µ, and Y g omitted from the model.
Results of the Bayesian analysis are shown in Figure 8. As was the case for previous association
mapping results (Linnen et al., 2013), the high estimates for the estimated proportion of genetic variance
across the Agouti locus (Figure 8C) strongly suggest that this gene harbors causal mutations. In terms
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Figure 8: Comparison of non-tree based and tree-based association mapping results for tail stripe in Peromyscus maniculatus.
(A) Typical light and dark mice from the Nebraska Sand Hills. Light mice have a brighter dorsum and ventrum and a decrease in
the width of the tail stripe. (B) Genotype-phenotype association for 793 SNPs (circles) tested in 91 mice and calculated using
single-SNP linear regression, while controlling for genetic structure. SNPs significant after a Bonferroni correction (red circles)
are shown. Gray bars highlight the position of Agouti exons; dotted lines indicate the position of candidate SNPs chosen as
described in Linnen et al. (2013). Proportion of genetic variance from posterior means of variance parameters (C) and Bayes
Factors (D) for 793 SNPs (circles) calculated using the tree-based analysis described here. Gray bars and dotted lines are as in
(B). SNPs with BF > 3.2 (red circles) are indicated in (D).

of statistical significance, however, there are striking differences between the previous regression-based
analysis (Figure 8B) and the Bayesian analysis (Figure 8D). For example, whereas the regression analysis
recovered 42 SNPs that are statistically significant after a stringent Bonferroni correction, the Bayes Factor
analysis recovered only two SNPs that had BF > 3.2 [a commonly used threshold in Bayes Factor analysis,
(Kass and Raftery, 1995)]. The shape of the relationship between statistical significance (whether assessed via
p-values or Bayes Factors) and Agouti position also differed substantially between the two analyses. While
the regression-based plot is relatively flat with significant associations distributed across the entire locus,
the tree-based plot reveals two main peaks. The first peak is close to a non-coding exon that was already
implicated by the regression-based analysis (Figure 8B, D). The second peak occurred in a region of the gene
not previously implicated for the tail-stripe trait, but very close (∼200 base pairs) to a candidate SNP that was
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associated with another color trait [dorsal color; Linnen et al. (2013)]. Overall, comparison of Figure 8B and
D suggests that, by incorporating information on the evolutionary history of each SNP, tree-based methods
can improve localization of candidate SNPs. Ultimately, however, laboratory experiments will be required to
verify that the peaks in the BF-plot actually harbor causal mutations.

6 Discussion and conclusion
In this paper, we present a Bayesian approach for quantitative trait mapping that more fully uses existing
information in the data to improve inference. The proposed approach does so by allowing for covariates in
the model as well as by using the evolutionary history within each SNP to inform the variance-covariance
structure of the trait. This approach allows for the evolutionary history to be estimated on an allelic level, so
that each tip of the phylogenetic tree corresponds to a copy of an allele, while analysis of the trait uses each
diploid individual as an observation. This allows for analysis on the individual level without making any
assumptions about relationships between the two copies of an allele within an individual. A Gibbs samper
is used to draw from the conditional posterior distribution of each parameter, so that posterior means can be
used as parameter estimates.
Using the phylogenetic tree to provide information about the evolutionary history at each SNP, this
method uses information present in the data more fully, leading to improved parameter estimation. In addition, the Bayesian approach allows for the quantification of uncertainty in the parameter estimates and avoids
the need for permutation testing, which is computationally intensive. Other limitations of frequentist mixed
model analysis (in the simple case without using a phylogeny) include the tendency of MLEs to underestimate
variances associated with correlation structures (Wood, 2006). Implementations of a numerical maximization
algorithm to find the MLEs of parameters in Equation (13) not only showed severe underestimates of the
genetic variance, but also showed major convergence issues for sample sizes larger than 50. In the case of
genomic data when numbers of individuals tend to be large, using maximum likelihood estimation will not
be feasible. The Bayesian approach avoids these difficulties by using vague prior information to keep both
the genetic and environmental variance estimates away from zero unless they are driven there by information
found in the data.
Although this Bayesian framework shows many advantages over existing quantitative trait mapping
methods, it remains limited by the accuracy of the estimated phylogenetic tree during real data analysis. Our
simulation results show that when the true evolutionary history is known, the posterior means show the same
trends as the parameters used to simulate the data. Thus, improving tree estimation techniques would greatly
benefit the proposed method. One possible solution to this is to integrate over possible phylogenies [e.g. as
in TreeLD (Zöllner and Pritchard, 2005)]. However, initially, TreeLD was applied to data with approximately
100 individuals and 100 SNPs (Zöllner et al., 2005), and genomic data sets far surpass this amount. As
computational advances continue, these types of approaches may become feasible for large data sets. In the
meantime, using such a method on the cluster trees as in (Mailund et al., 2006; Besenbacher et al., 2009;
Thompson and Kubatko, 2013) that allows for broad-scale tree estimation without as much emphasis on
fine-scale relationships may ease this unavoidable computational burden and allow for more accurate tree
estimation using existing computational tools.
For the simulation study with the proposed method, each SNP was analyzed on a small computational
cluster, and most typically took approximately 25 min to produce 50,000 posterior draws (10,000 of which
were discarded as burn-in). The deer mouse data included 91 diploid individuals, and each SNP was analyzed
on the University of Kentucky supercomputer. Typically, most of these SNPs took approximately 25 min to
analyze. We note that the proposed method is extremely easy to parallelize, so numbers of SNPs much larger
than this are easily run simultaneously. In terms of numbers of individuals, as many as 500 diploid individuals
were analyzed without any issue during preliminary work. We note that the computational burden increases
as the number of individuals increases due to the size of data analyzed and implications on parameters and
data in the model. Thus, analyzing large-scale human data would require a more efficient implementation
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of this algorithm or access to a large supercomputer. However, the analyses presented here showed how
parallelization is advantageous to such large problems, and small to medium data sets can be analyzed using
the current implementation of the method.
This computational complexity can be attributed to the use of the local phylogenetic tree at each SNP.
Although the method is more computationally intensive than existing quantitative trait mapping methods
that include external covariates, existing methods are not tree-based and fail to consider uneven evolutionary
relatedness among individuals at each SNP. Our results show that using this additional information more fully
during data analysis can inform parameter estimation during quantitative trait mapping.
This Bayesian framework addresses the limitation of existing quantitative trait mapping methods since it
is both a tree-based method that considers the evolutionary history within a SNP and allows for the researcher
to model external information. Additionally, the flexibility of this method allows it to be easily extended to
more complicated data types, such as data sets including interaction effects among a SNP and a covariate, or
pleiotropic effects (i.e. multiple SNPs affecting a single quantitative trait). The flexibility of this method will
allow it to be a foundation for quantitative trait mapping in more complicated data sets.
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